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Objectives 
1. Form a team and find a real-world transportation-related question that intrigues you; 
2. Articulate your motivation after collecting and investigating adequate background information, e.g., 

existing research, industry practices, and news articles; 
3. Identify data sources and define the hypotheses and scope of the problem; and 
4. Learn how to apply the E/R diagram and the relational model for database design.  

 
Datasets 
The teaching team prepared several datasets and presented them during Lecture 7, on Jan 26. You are 
encouraged to use one of these datasets, but are also welcome to use datasets of your own interest, either 
from another class, from work, or from research. However, to work on datasets you already have 
experiences with, in this project your team must demo significant efforts beyond previous works. Also, the 
teaching team kindly asks these datasets not to be distributed outside of class without permission. 

Products and Requirements 
You need to deliver one document: the project proposal.  

This proposal must include: 

1. Project background, motivation, and goal; 
2. Your hypotheses and the planned steps to reach your project goal; 
3. Description of the chosen dataset(s) and related data management plan, including  

a. Assumptions, if any, made in your design, resulting E/R diagram, and relational schema for 
the table(s). What are the keys and constraints in the design? 

b. Without checking detailed data, are your table(s) in BCNF? If not, does normalizing 
following the lecture make sense on your data? 

c. What anomalies might occur in your dataset and how do you plan to check and address 
them? In other words, how do you plan to quality control your data? 

d. Where and how does your team plan to store the data to facilitate your project 
development? Microsoft SQL server is an option, where the teaching team can create 
databases for your team. 

e. How does your design support your analysis needs? For example, if you are using HSIS 
data, does your design support aggregating accidents by road segments and surface/lighting 
conditions? 



f. Does your design support data management over an extended period of time? Taking HSIS 
again as an example, does your design support inclusion of new roadway segments, 
accidents, and vehicles that can be added to the data in the future? 

4. Team members and corresponding duties. This is better discussed and recorded earlier than later; 
5. Expected deliverable of data management, data analysis, and final product. 

Hints 
Design considerations:  

• Simplicity and applicability are very important features of a good database design. Please take data 
availability into account in your E/R diagram design and do not include unrealistic attributes. 

• A well-designed database should maximally eliminate data redundancy. 
• Do not worry about size of dataset during your design phase, you need only to consider what you 

have to represent in the database. 
• It is totally okay if your design is not “complex” – as long as it represents your data well. 

 
Dataset 1 – HSIS (Highway Safety Information System) 
HSIS data (https://www.hsisinfo.org/guidebooks/washington.cfm) prepared by the teaching team is a 
dataset for two-vehicle rear-end accidents on WA freeways (I-5, I-90, I-405, and SR-520). The occurrence 
of a rear-end accident typically involves factors of road, driver, and vehicle categories, and there should be 
exactly one leading vehicle and one following vehicle involved. Here are some example factors of our 
interest from each category (note that these are not required fields in your database): 

Road: Type of Road, Road Surface Condition (rain, snow, dry, etc.), Road Surface Type (concrete, 
asphalt, etc), Speed Limit, Lighting Condition, Number of Lanes, Annual Averaged Daily Traffic 
(AADT), etc.  

Vehicle: Type of Vehicle, Vehicle Condition, Number of People in the Vehicle, Movement, etc.  

Driver: Age, Gender, Sobriety Condition, etc. 

Attributes, such as accident case number (should be unique), occurrence time, severity, etc., are needed 
to describe a rear-end accident. While some other attributes are also important, they are not publicly 
accessible and therefore not appropriate to include in your design, e.g., people’s SSN and vehicle license 
plate number. 

Data of three tables (Accident, Road, Vehicle) are provided, each in a separate worksheet. All of them 
were retrieved from the HSIS website and truncated for this course.  

• Accident: contains reported freeway accident data in Washington State in 2002.  
• Road: contains road geometry, lighting, AADT, and speed limit information for each roadway 

section of Washington freeways. 
• Vehicle: contains data of vehicles and their drivers involved in the reported accidents.  



We also provide a dictionary for this HSIS dataset, explaining what each attribute stands for. Note that 
since HSIS includes many attributes, it is very likely that many of them are not worthy to be included in 
your analysis. 

Dataset 2 – NTD (National Transit Database) 
NTD data (https://www.transit.dot.gov/ntd/ntd-data) prepared by the teaching team includes operational 
data for directly operated (DO) motor buses (MB) services reported by agencies nationwide. Data from 
year 2015 to year 2019 are readily available. This dataset contains multiple files that collectively contain 
agency profiles, employees, expenses, services, vehicles/fleets, and most importantly, safety & security time 
(SS) series data. Here are some example attributes in the dataset (please note this is by no means a 
complete list): 

Agency profile: NTD ID, agency name, service area sq miles, service area pop, primary UZA 
(urbanized areas), and other attributes of the associated UZA. 

Service: NTD ID, Mode=’MB’, TOS=’DO’, Time Period, Vehicle Operated in/ Available for Max 
Service (VOMS, VAMS), revenue miles, deadhead miles, revenue hours, deadhead hours 

SS: NTD ID, Mode=’MB’, TOS=’DO’, total aggregated counts of injuries and fatalities 

SS major: NTD ID, Mode=’MB’, TOS=’DO’, aggregated counts of injuries and fatalities for major 
events only 

SS major event detail: NTD ID, Mode=MB, TOS=DO, detailed record per event (incident time, 
event type, property damage, location type, weather, lighting, vehicle action, injuries/fatalities) 

Project teams are also welcomed to talk to the teaching team on their interest in other modes of transport. 

Dataset 3 – loop detector data  
Loop detector data is a classic and important source for transportation research and applications. 
Washington State Department of Transportation (WSDOT) has a copy of loop detector data of year 2015 
on the DRIVE Net (http://uwdrive.net/STARLab). It consists of over 800 loop detectors in the King 
County part of I-5, milepost (MP) 139.9 - 177.7, in addition to the detectors on I-90, I-405 and SR-520. 
For every lane, a typical freeway inductive loop, under normal operation, aggregates individual actuations 
sampled at 60 Hz into 20-s or 30-s averages of velocity, flow, and lane-occupancy measurements. The 
DRIVE Net (http://uwdrive.net/STARLab) further aggregates them into 5-minute intervals to reduce 
variance. The teaching team also offers the design file published by WSDOT on the data station reference 
guide and loop naming rules. A typical loop data csv file has the following attributes, if downloaded from 
the DRIVE Net (http://uwdrive.net/STARLab): 

520es00972_MW___3_MoTuWeThFr_2015-01-01_2015-12-31.csv (Route 520, milepost 
9.72, general purpose lane, mainline, westbound, shared thru, mainline, not speed loop/speed 
trap/meter rate, lane #3, Monday through Friday in 2015):  time (in 5 mins), mean speed, mean 
volume, mean vehicle per lane per hour, % congested, and good fraction (we do not care about the last 
two attributes). 



The project team should choose loop detectors, level of aggregation (per lane or average over all lanes), 
and time span, based on their research question. Also note this loop dataset does not tell vehicle types. 

Dataset 4 – LiDAR + signal timing plan  
Contrasted with radar and camera vision, LiDAR offers precise 3D measurement data over short to long 
ranges, even in challenging weather and lighting conditions. 1 Therefore, the technology is becoming a 
highly accessible solution in autonomous vehicle applications for obstacle detection, avoidance, and safe 
navigation. Similarly, this technology can be applied to pedestrian detection at urban intersections for 
dynamic crossing phase timing. TRANSFOR 22 (https://trb2022datachallenge.utccuip.com/) offers LiDAR 
data and signal timing plan collected at MLK & Georgia Ave Corridor in downtown Chattanooga, TN, via 
three Ouster OS1-128 LiDAR sensors. The original motivation for the TRANSFOR 22 data competition 
was to (1) sub-classify pedestrians at higher risk; and (2) predict the time needed to cross the street and 
whether the pedestrian can safely cross within the allocated pedestrian signal time. The LiDAR data and 
signal performance logs (SPM) include but are not limited to the following attributes: the published 
readme.pdf has a more comprehensive description. 

LiDAR: timestamp, object id, label (vehicle, pedestrian, cyclist, none, misc), confidence, size and 
position of bounding boxes of tracked object, velocity, tracking status. 

SPM: timestamp, code, mapped message. 

The teams interested in this dataset should note that (1) the coordinates provided in the readme.pdf is 
likely not accurate; (2) object can be lost during tracking and ID is reassigned; (3) label during tacking can 
be instable as well. 

The teaching team wants to thank the TRANSFOR 22 organizers and sponsors for allowing us to use this 
dataset in our teaching, especially Samantha Chan from Ouster. 

Dataset 5 – New mobilities in NYC  
The discussion on shared mobility is increasingly exciting. For example, ride sharing services industry has 
long argued that their services ease congestion by reducing total vehicle miles traveled through increasing 
vehicle occupancy. They launched shared ride programs where discounts were offered if passengers/parties 
were willing to be matched with other passengers/parties traveling along a similar route (e.g., Lyft Shared 
launched in 2012 and UberPool launched in 2014). These claims of reduced vehicle miles traveled, however, 
have largely been challenged in recent years where several studies found ride sharing to add to urban traffic 
congestion. 2 How many rides ride sharing services are taking from taxis, how they compete/cooperate with 
transit services, and whether they are making rush-hour traffic worse have been the hottest topics both in 
academia and the industry. The teaching team found data from New York City, where ride sharing data, 
taxi records, and shared bike trips are published and can be referenced against each other. Specifically, they 
include data of  

 
1 https://leddartech.com/why-lidar/ 
2 https://www.fehrandpeers.com/what-are-tncs-share-of-vmt/ 



Ride sharing services: pickup records of Uber, Lyft, and other companies from Apr 2014 to Jun 2015. 
Available at https://www.kaggle.com/fivethirtyeight/uber-pickups-in-new-york-city.  

NYC taxi: detailed taxi trips from 2009 to 2021, containing not only pick-up and drop-off 
dates/times/locations, but also trip distances, itemized fares, payment types, and driver-reported 
passenger counts. Available at https://www1.nyc.gov/site/tlc/about/tlc-trip-record-data.page.  

Citi Bike: Citi bike trips from Jun 2013 to Dec 2021. The schema of this dataset could have changed 
at some point. The data is available for download at https://ride.citibikenyc.com/system-data. 

These datasets all contain location information and therefore can be potentially joined together for 
analysis. To go even deeper, census data can be joined with these trips to infer how socioeconomic factors 
contribute to collective travel behaviors. However, since the datasets are very large, the teams interested 
should probably define their problems clearly before even downloading the data. 

Dataset 6 – Stanford Open Policing Project (WA)  
On a typical day in the United States, police officers make more than 50,000 traffic stops. The Stanford 
Open Policing Project (https://openpolicing.stanford.edu/) team gathered, analyzed, and released records 
from millions of traffic stops by law enforcement agencies across the country. Their goal is to help 
researchers, journalists, and policymakers investigate and improve interactions between police and the 
public. For Washington state, the project collected records from Seattle, Tacoma, and State Patrol, 
according to the info page (https://openpolicing.stanford.edu/data/). 

Availability of attributes depend on the agencies. All possible attributes include Stop Date, Stop 
Time, Stop Location, Driver Race, Driver Sex, Driver Age, Search Conducted, Contraband Found, 
Citation Issued, Warning Issued, Frisk Performed, Arrest Made, Reason for Stop, and Violation. 

Some straightforward inspirations can be (1) How predictable are the stop rates? Are there times and 
places that reliably generate stops? And (2) Concerns have been raised about jurisdictions using civil 
forfeiture as a funding mechanism rather than to properly fight drug trafficking. Can you identify any 
jurisdictions that may be exhibiting this behavior? This dataset of WA can be joined with other that from 
other states, or even with other data sources in the Greater Seattle region to look at some interesting 
problems. 

Dataset 7 – Seattle Airbnb Open Data  
Since 2008, guests and hosts have used Airbnb to travel in a more unique, personalized way. As part of the 
Airbnb Inside initiative, this dataset (https://www.kaggle.com/airbnb/seattle?select=reviews.csv) describes 
the listing activity of homestays in Seattle, WA. The following activities are included in this dataset 

Listings: full descriptions and average review score 

Reviews: unique id for each reviewer and detailed comments 

Calendar: listing id and the price and availability for that day.  



Dataset 8 – Your own data  
Discussion on this option with your team comes first and if you plan to use this option, you are strongly 
encouraged to discuss with the teaching team before handing in the proposal. 


